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   Un Changement de Paradigme

Intelligence d’experts

• Lent, couteux, et di�cile pour des problèmes complexes.

• Pratique classique de la science et de la connaissance:

Observations

Modélisation

max 10 variables explicatives

optimisation des variables

sur quelques données



   Un Changement de Paradigme

Apprentissage automatique

Solution: vote de beaucoup d’indicateurs faibles

• Intelligence: nécessite beaucoup de données et de mémoire.

• Applications:

- Reconnaissance (images, sons, langage naturel...)

- Diagnostiques (médical, industriel)

- Prédictions (sciences sociales, marketing, finance, sciences...)

Masses de données



   Un Changement de Paradigme

some traits than of others. Especially high accuracy was observed
for openness—a trait known to be otherwise hard to judge due to
low observability (21, 22). This finding is consistent with previous
findings showing that strangers’ personality judgments, based on
digital footprints such as the contents of personal websites (23),
are especially accurate in the case of openness. As openness is
largely expressed through individuals’ interests, preferences, and
values, we argue that the digital environment provides a wealth of
relevant clues presented in a highly observable way.
Interestingly, it seems that human and computer judgments

capture distinct components of personality. Table S2 lists cor-
relations and partial correlations (all disattenuated) between
self-ratings, computer judgments, and human judgments, based
on a subsample of participants (n = 1,919) for whom both
computer and human judgments were available. The average
consensus between computer and human judgments (r = 0.37) is
relatively high, but it is mostly driven by their correlations with
self-ratings, as represented by the low partial correlations (r =
0.07) between computer and human judgments. Substantial
partial correlations between self-ratings and both computer (r =
0.38) and human judgments (r = 0.42) suggest that computer and
human judgments each provide unique information.

Interjudge Agreement. Another indication of the judgment accu-
racy, interjudge agreement, builds on the notion that two judges
that agree with each other are more likely to be accurate than
those that do not (3, 24–26).
The interjudge agreement for humans was computed using

a subsample of 14,410 participants judged by two friends. As the
judgments were aggregated (averaged) on collection (i.e., we did
not store judgments separately for the judges), a formula was used
to compute their intercorrelation (SI Text). Interjudge agreement

for computer models was estimated by randomly splitting the
Likes into two halves and developing two separate models fol-
lowing the procedure described in the previous section.
The average consensus between computer models, expressed

as the Pearson product-moment correlation across the Big Five
traits (r = 0.62), was much higher than the estimate for human
judges observed in this study (r = 0.38, z = 36.8, P < 0.001) or in
the meta-analysis (20) (r = 0.41, z = 41.99, P < 0.001). All results
were corrected for attenuation.

External Validity. The third measure of judgment accuracy, ex-
ternal validity, focuses on how well a judgment predicts external
criteria, such as real-life behavior, behaviorally related traits, and
life outcomes (3). Participants’ self-rated personality scores, as
well as humans’ and computers’ judgments, were entered into
regression models (linear or logistic for continuous and di-
chotomous variables respectively) to predict 13 life outcomes
and traits previously shown to be related to personality: life
satisfaction, depression, political orientation, self-monitoring,
impulsivity, values, sensational interests, field of study, substance
use, physical health, social network characteristics, and Face-
book activities (see Table S3 for detailed descriptions). The ac-
curacy of those predictions, or external validity, is expressed as
Pearson product-moment correlations for continuous variables,
or area under the receiver-operating characteristic curve (AUC)
for dichotomous variables.§
As shown in Fig. 3, the external validity of the computer

judgments was higher than that of human judges in 12 of the 13

Fig. 2. Computer-based personality judgment accuracy (y axis), plotted against the number of Likes available for prediction (x axis). The red line represents
the average accuracy (correlation) of computers’ judgment across the five personality traits. The five-trait average accuracy of human judgments is positioned
onto the computer accuracy curve. For example, the accuracy of an average human individual (r = 0.49) is matched by that of the computer models based on
around 90–100 Likes. The computer accuracy curves are smoothed using a LOWESS approach. The gray ribbon represents the 95% CI. Accuracy was averaged
using Fisher’s r-to-z transformation.

§AUC is an equivalent of the probability of correctly classifying two randomly selected
participants, one from each class, such as liberal vs. conservative political views. Note that
for dichotomous variables, the random guessing baseline corresponds to an AUC = 0.50.

1038 | www.pnas.org/cgi/doi/10.1073/pnas.1418680112 Youyou et al.

Personality Evaluation (Proc. Nat. Acad. Sciences 2014)



         Le Menu

• Malédiction de la dimensionalité

• Enjeux mathématiques de l’apprentissage

• Paysage scientifique et industriel



given n sample values {xi , yi = f(xi)}in

• High-dimensional x = (x(1), ..., x(d)) 2 Rd:

• Classification: estimate a class label f(x)

  High Dimensional Learning

Image Classification d = 106

Anchor Joshua Tree Beaver Lotus Water Lily

Huge variability

inside classes

Need to find

informative

invariants



given n sample values {xi , yi = f(xi)}in

• High-dimensional x = (x(1), ..., x(d)) 2 Rd:

• Classification: estimate a class label f(x)

  High Dimensional Learning

Audio: instrument recognition

Huge variability

inside classes



• High-dimensional x = (x(1), ..., x(d)) 2 Rd:

• Regression: approximate a functional f(x)

given n sample values {xi , yi = f(xi) 2 R}in

  High Dimensional Learning

Astronomy Quantum Chemistry

Physics: energy f(x) of a state vector x



     Curse of Dimensionality

local interpolation if f is regular and there are close examples:

• f(x) can be approximated from examples {xi , f(xi)}i by
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”Similarity” metric: �(x, x0)

Data:

  Learning by Euclidean Embedding 

x 2 Rd

kx� x

0k: non-informative

�x 2 H
Representation

�

Linear Classifier

x

k�x� �x0k

Intelligence

Equivalent Euclidean metric:

�(x, x0) ⇡ k�x� �x0k



    Aggregation of Weak Features

�(x) = {�n(x)}n

d

x

Feature vector

Input Data
w1

w2

wk

f(x) =
X

k

wk �k(x)

• Selection and vote of many weak features.

How to define � ?



x

⇢(u) = |u|

Linear Classificat.

⇢

linear convolution

linear convolution

    Deep Convolution Neworks

L2

⇢

�(x)
...

Exceptional results for images, speech, bio-data classification.

Products by FaceBook, IBM, Google, Microsoft, Yahoo...

non-linear scalar:

L1

neuron

Why does it work so well ?

• The revival of an old (1950) idea: Y. LeCun , G. Hinton

Hierachical
Invariants

Optimize the linear operators Lk: over 10
9 parameters



  Multiscale Interactions

13

• A system of d particles involves d2 interactions

• Multiscale separation into O(log

2 d) interactions

• Multiscale analysis: in mathematics and physics.



 Learning Metric Transformations

• Patterns are too diverse to memorize them all

• We learn interactions and transformations (forces in physics)

x(u) x

0(u)

Geometric shapes: deformation metric

Learn groups of operators



 Learning Metric Transformations

• Patterns are too diverse to memorize them all

• We learn interactions and transformations (forces in physics)

2D Turbulence

Stationary Textures

Learn probabilistic metrics



  ImageNet Data Basis

• Data basis with 1 million images and 2000 classes



• Imagenet supervised training: 1.2 10

6
examples, 10

3
classes

15.3% testing error

Wavelets

  Alex Deep Convolution Network

with magnitudes proportional to the corresponding eigenvalues times a random variable drawn from
a Gaussian with mean zero and standard deviation 0.1. Therefore to each RGB image pixel I
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where p
i

and �

i

are ith eigenvector and eigenvalue of the 3 ⇥ 3 covariance matrix of RGB pixel
values, respectively, and ↵

i

is the aforementioned random variable. Each ↵

i

is drawn only once
for all the pixels of a particular training image until that image is used for training again, at which
point it is re-drawn. This scheme approximately captures an important property of natural images,
namely, that object identity is invariant to changes in the intensity and color of the illumination. This
scheme reduces the top-1 error rate by over 1%.

4.2 Dropout

Combining the predictions of many different models is a very successful way to reduce test errors
[1, 3], but it appears to be too expensive for big neural networks that already take several days
to train. There is, however, a very efficient version of model combination that only costs about a
factor of two during training. The recently-introduced technique, called “dropout” [10], consists
of setting to zero the output of each hidden neuron with probability 0.5. The neurons which are
“dropped out” in this way do not contribute to the forward pass and do not participate in back-
propagation. So every time an input is presented, the neural network samples a different architecture,
but all these architectures share weights. This technique reduces complex co-adaptations of neurons,
since a neuron cannot rely on the presence of particular other neurons. It is, therefore, forced to
learn more robust features that are useful in conjunction with many different random subsets of the
other neurons. At test time, we use all the neurons but multiply their outputs by 0.5, which is a
reasonable approximation to taking the geometric mean of the predictive distributions produced by
the exponentially-many dropout networks.

We use dropout in the first two fully-connected layers of Figure 2. Without dropout, our network ex-
hibits substantial overfitting. Dropout roughly doubles the number of iterations required to converge.

Figure 3: 96 convolutional kernels of size
11⇥11⇥3 learned by the first convolutional
layer on the 224⇥224⇥3 input images. The
top 48 kernels were learned on GPU 1 while
the bottom 48 kernels were learned on GPU
2. See Section 6.1 for details.

5 Details of learning

We trained our models using stochastic gradient descent
with a batch size of 128 examples, momentum of 0.9, and
weight decay of 0.0005. We found that this small amount
of weight decay was important for the model to learn. In
other words, weight decay here is not merely a regularizer:
it reduces the model’s training error. The update rule for
weight w was

v
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where i is the iteration index, v is the momentum variable, ✏ is the learning rate, and
D
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i

of the derivative of the objective with respect to w, evaluated at
w

i

.

We initialized the weights in each layer from a zero-mean Gaussian distribution with standard de-
viation 0.01. We initialized the neuron biases in the second, fourth, and fifth convolutional layers,
as well as in the fully-connected hidden layers, with the constant 1. This initialization accelerates
the early stages of learning by providing the ReLUs with positive inputs. We initialized the neuron
biases in the remaining layers with the constant 0.

We used an equal learning rate for all layers, which we adjusted manually throughout training.
The heuristic which we followed was to divide the learning rate by 10 when the validation error
rate stopped improving with the current learning rate. The learning rate was initialized at 0.01 and
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A. Krizhevsky, Sutsever, Hinton



        Image Classification Y LeCun
MA Ranzato

Object Recognition [Krizhevsky, Sutskever, Hinton 2012]



       Image Retrieval Y LeCun
MA Ranzato

Object Recognition [Krizhevsky, Sutskever, Hinton 2012]

TEST 
IMAGE RETRIEVED IMAGES



          Scene Labeling

Y LeCun
MA Ranzato

Scene Parsing/Labeling

[Farabet et al. ICML 2012, PAMI 2013]

Y LeCun
MA Ranzato

Scene Parsing/Labeling

[Farabet et al. ICML 2012, PAMI 2013]



with
Organic molecules

Hydrogne, Carbon
Nitrogen, Oxygen
Sulfur, Chlorine

          Quantum Chemistry

Regression of molecule energy from atomic positions

without solving Schroedinger equation



         Paysage Scientifique
Informatique

Algorithmiciens

Mathématiques

Sciences Sociales

Physique
Chimie

Applications

Médicales

Industrielles

Services...

Neurosciences

Y LeCun
MA Ranzato

The Mammalian Visual Cortex is Hierarchical

[picture from Simon Thorpe]

[Gallant & Van Essen] 

The ventral (recognition) pathway in the visual cortex has multiple stages
Retina - LGN - V1 - V2 - V4 - PIT - AIT ....
Lots of intermediate representations

Linguistique

Philosophie

• L’ensemble des sciences vont être profondemment impactés



            Paysage Industriel

Terminaux:

Ordinateurs
Téléphones
Objets connectés

Utilisateurs:
Sociétés

Individus

Internet

Applications/Services

Google, FaceBook

Amazon, Microsoft

Réseaux

Start-up, IBM,...

Apple, Samsung
Huawei, Google

• A terme, l’intelligence ira dans les terminaux

• Pas d’acteur Français important: prise de conscience lente


